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Abstract

Panel vector autoregressive (PVAR) models account for interdependencies and het-
erogeneities across economies by jointly modeling multiple variables and countries.
To ensure the estimation feasibility of these large models, this paper proposes to use
the least absolute shrinkage and selection operator (lasso) for PVARs. The penalized
estimation accounts for the inherent panel structure within the data by introduc-
ing penalty terms which consider time series and cross-section characteristics. This
structure takes into account that recent lags provide more information than distant
lags and lags of variables of the same cross-section unit are more relevant than lags
of variables of a foreign cross-section. Allowing for an unrestricted covariance ma-
trix by specifying the weighted sum of squared residuals enables the lasso for PVAR
to include correlations between countries in the penalized regression. Given a large
and sparse model, simulation results favor models using lasso techniques over OLS as
well as Bayesian estimators indicated by smaller mean squared errors and improved
forecast accuracy.
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1 Introduction

Growing interlinkages in the financial and real sector between countries are a defin-
ing feature of the global economy. International linkages lead to shock propagation
across economies. How these international spillovers affect countries, will depend on
the characteristics of the country itself as well as its connections to other countries.
It is crucial to unify these properties in one model, as disregarding them could lead to
biased results in the analyses of international spillover effects and to neglected infor-
mation for forecasting macroeconomic variables.1 Therefore, multi-country models
with several variables are necessary to capture global spillovers in economic analyses.

As panel vector autoregressive (PVAR) models jointly examine multiple variables
of several economies, they can account for interdependencies and heterogeneities
across nations. PVARs enable the representation of the modeling of dynamic inter-
dependencies by augmenting country specific models with lagged foreign variables.
They allow for static interdependencies measured by potential non-zero covariances
between variables of different countries. Furthermore, PVARs take cross country het-
erogeneity into account by allowing the coefficient matrices to vary across economies.
These models are therefore an excellent tool for forecasting and global spillover anal-
ysis. However, the strengths of PVARs come at a cost: A large number of parameters
to estimate. For the estimation to be feasible, model selection has to be carried out
to reduce the number of parameters and to determine the lag order. The methods
of model selection are many and varied: information criteria, factor models, large
Bayesian VARs, selection priors, or classical shrinkage methods such as least abso-
lute shrinkage and selection operator (lasso) or ridge regression can all be used.

This paper proposes to use the lasso for PVAR models. It applies a penalized
estimation allowing for penalty terms which incorporate time series and panel prop-
erties. By specifying the loss function of the estimation problem as the weighted
sum of squared residuals, the approach allows for an unrestricted covariance matrix.

In contrast to other estimation strategies the main advantages of the lasso tech-
nique applied here are threefold. Firstly, the lasso for PVARs benefits from the
same properties as the lasso proposed by Tibshirani (1996).2 That is, the lasso si-

1Compare to Canova and Ciccarelli (2009), Pesaran et al. (2009), Canova and Ciccarelli (2013),
Lütkepohl (2014) and Georgiadis (2015).

2The lasso, proposed by Tibshirani (1996), constrains the estimation process by minimizing the
sum of squared residuals subject to a linear constraint. The constraint determines the sum of the
absolute values of the regression coefficients, that is, the L1-norm of the coefficient matrix, to be
less than a fixed value. The penalty term regulates the degree of shrinkage. It will force some
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multaneously selects and estimates the model. It allows for a flexible lag structure
across equations since the lasso can choose different lag orders for each equation of
the model. Furthermore, the lasso is able to improve forecast prediction accuracy
by reducing the variance of the predicted values.

Secondly, the specified penalty parameters of the lasso for PVARs account for
the inherent panel structure within the data. The penalty terms capture that more
recent lags should provide more information for estimation than more distant ones
and that lags of domestic variables are more important than lags of foreign variables.
Thereby, it takes time series and cross-section properties into account. As shown
by papers like Song and Bickel (2011), Nicholson et al. (2015), and Nicholson et al.
(2016) addressing the use of the lasso for VAR models, including grouping structure
or time series properties can improve forecast accuracy. The point that forecast per-
formance can be enhanced by accounting for the inherent panel dimension within
the data is also supported by the Bayesian selection prior literature regarding PVAR
models.3

Thirdly, considering an unrestricted covariance matrix by the specification of
the loss function includes possible correlations between error terms in the estima-
tion of the parameters. Due to the fact that in penalized regressions generalized
least squares deviates from ordinary least squares, disregarding the covariance ma-
trix in the loss function requires the assumption of a diagonal covariance matrix
as shown by Lee and Liu (2012) for the use of lasso for VAR models. Basu and
Michailidis (2015), Davis et al. (2015), and Ngueyep and Serban (2015) modify the
loss functions in the lasso optimization for VAR models and allow for unrestricted
covariances in the penalized estimation. However, these papers do not consider data
properties such as time series or cross-section characteristics by the specification of
the penalty term.

By introducing the lasso for PVARs, the paper, firstly, contributes to the litera-
ture on the use of the lasso techniques for VAR models. To date, two main extensions
of Tibshirani’s lasso are proposed in the context of VAR models. One strand of the
literature broadens the specification of the penalty term to include special charac-
teristics. The second group of papers modifies the loss function in order to allow
for unrestricted covariance matrices. However, the papers are either part of the first

coefficients to be zero and will shrink others. Thereby, it chooses the variables to include in the
model.

3This point is mentioned by Koop and Korobilis (2015b), Korobilis (2016) and Schnücker (2016).
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or the second group. This paper fills the gap by combining the weighted sum of
squared residuals as the loss function with penalty terms which incorporate data
properties. Secondly, the paper extends the current literature on the estimation of
PVAR models. As yet, three main selection methods have been used in the litera-
ture: the factor approach proposed by Canova and Ciccarelli (2009), the selection
prior proposed by Koop and Korobilis (2015b), and assumptions on homogeneity or
no interdependencies.

The preliminary results of this paper support the use of the lasso for PVARs.
Asymptotically, the lasso for PVARs satisfies the oracle properties. That is, it selects
the right variables and efficiently estimates non-zero coefficients when observations
in time go to infinity. In a simulation with a large and sparse model, the dimension
reduction of the lasso techniques results in smaller mean squared errors compared to
OLS and to the selection prior of Koop and Korobilis (2015b) as well as the factor
approach of Canova and Ciccarelli (2009). Relative to the same three estimators, the
lasso techniques improve the forecast accuracy measured by mean squared forecast
errors. Furthermore, preliminary results of a forecasting exercise demonstrate that
by using the lasso for PVARs forecast performance improves relative to OLS and
compared to single country models.

In the following, the relevant literature is briefly reviewed first. Next, the lasso
for PVAR models is introduced and its asymptotic properties are discussed. Other
estimation strategies for PVARs are touched at a glance. In section four, two simula-
tion studies evaluate the performance of the lasso for PVARs along different criteria.
A forecasting exercise is conducted in section five while section 6 concludes.

2 Literature

Hsu et al. (2008) invent the usage of the lasso for VAR models. The authors show
that applying the lasso to multiple series simultaneously outperforms applying the
lasso to individual series. Hsu et al. (2008) as well as Kascha and Trenkler (2015)
report that the lasso improves forecast performance compared to the use of informa-
tion criteria for model selection. Ren and Zhang (2010) propose the adaptive lasso
and the hybrid adaptive lasso which first determines the lag order by some infor-
mation criterion for VAR models. The adaptive lasso, invented by Zou (2006) for
regression models, uses adaptive weights for penalizing coefficients differently. Ren
and Zhang (2010) show that the adaptive lasso outperforms the lasso in terms of
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forecasting performance. Ren et al. (2013) build on the adaptive lasso and propose
a two step adaptive lasso leading to unbiased estimates of the non-zero coefficients.
Kock and Callot (2015) establish the oracle property of the lasso and the adaptive
lasso for VAR models.4

There are two main groups of extensions to the basic lasso approach in the con-
text for VAR models. The first group consists of papers which further develop the
penalty term. Song and Bickel (2011), Nicholson et al. (2015), and Nicholson et al.
(2016) estimate VARs with the lasso but use penalty parameters which are able to
incorporate time series properties or grouping structures in the coefficient matrix.
They do so by letting the penalty term vary across lags. The authors incorporate
a grouping structure by using group lasso techniques as proposed by Yuan and Lin
(2006). This allows them to capture similar sparsity patterns in the coefficient ma-
trix. The authors show that including these characteristics lead to improved forecast
performance.

Papers in the second group modify the loss function and generate weights for
the sum of squared residuals. Lee and Liu (2012) show that the choice of the loss
function (sum of squared residuals or weighted sum of squared residuals) is crucial
in the context of VAR models. In a VAR model the covariance matrix impacts the
estimated parameters in a constraint regression. Using the sum of squared residuals
as the loss function disregards possible correlation between variables and thereby
restricts the covariance matrix to the identity matrix. Lee and Liu (2012), Basu
and Michailidis (2015), Davis et al. (2015), and Ngueyep and Serban (2015) use
a weighted sum of squared residuals as their loss function and hence allow for an
unrestricted covariance matrix. However, the papers as yet either consider only the
normal lasso penalty, which does not differ between variables and thus neglects data
properties such as time series or grouping characteristics, or restrict the covariance
matrix. This paper will fill this gap by considering the weighted sum of squared
residuals as the loss function and further developed penalty terms. As a result, it
will allow for a covariance matrix different from the identity matrix and can account
for time series and panel properties in the penalty term.

The paper also contributes to the existing literature on estimation of PVAR mod-
els by introducing the lasso for PVARs. To date, the literature on PVAR models
mainly uses three kind of model selection methods. Canova and Ciccarelli (2009)

4This paper focuses on the lasso estimated in a frequentist way and will not cover Bayesian
lasso approaches.
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propose a cross-sectional shrinkage approach. This factor approach factorizes the
parameters into lower dimensional factors thereby reducing the number of param-
eters to estimate. These factors consist of a variable specific, a country specific,
and a common factor. Canova et al. (2012), studying dynamics of the European
business cycle, and Ciccarelli et al. (2016), analyzing spillovers in macro-financial
linkages across developed economies, apply the cross-sectional shinkage approach.
Koop and Korobilis (2015a) build on Canova and Ciccarelli (2009) and extend it to
time-varying parameter PVAR models additionally allowing for time-varying covari-
ance matrices. An issue with this procedure is that the structural identification gets
more complicated since the error term includes two components coming from the
equation estimating the factorized parameters and from the estimation of the VAR
model.

A second Bayesian approach is introduced by Koop and Korobilis (2015b) who
suggest a selection prior for PVAR models called stochastic search specification se-
lection (SSSS). Based on a hierarchical prior restrictions are searched which specify
no dynamic and no static interdependencies as well as homogeneity across cross-
section units. Koop and Korobilis (2015b) assume a specific panel structure namely
that all variables of one country are treated in the same way being either restricted
or not. Schnücker (2016) develops the approach further by allowing for a restriction
search on single elements. The proposed stochastic search variable selection prior
allows for a flexible panel structure since the prior distinguishes between domestic
and foreign variables but does not treat all variables of one country in a similar way.

A third way is to assume no dependence and homogeneity across the panel units.5

By setting these restrictions the researcher reduces the number of parameters in the
models. The assumptions have to be based on a solid theoretical background. Esti-
mation procedures for these kinds of models are described in Canova and Ciccarelli
(2013) and Breitung and Roling (2015).

3 The lasso for PVARs

Panel vector autoregressive models include several countries and for each country
several variables in one model. A PVAR which consists of N countries and G

5Examples include Love and Zicchino (2006), assuming homogeneity and no dynamic interde-
pendencies, and Ciccarelli et al. (2013) or Gambacorta et al. (2014), restricting for no dynamic
interdependencies.
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variables per country is given by

Yt = A1Yt−1 + A2Yt−2 + ...+ ApYt−p + Ut, (1)

where Yt = (y′1t, ..., y
′
Nt)
′ and yit denotes a vector of dimension [G × 1] for country

i with i = 1, ..., N .6 The Ut is normally distributed with mean zero and covariance
matrix Σ which is of dimension [NG × NG]. The coefficient matrices AP for P =

1, ..., p are of dimension [NG×NG].
In compact form the PVAR model can be written as

Yt = BXt−1 + Ut, (2)

where B = (A1, ..., Ap) is of dimension [NG ×NGp]. The matrix Xt−1 includes all
lagged variables, Xt−1 = (Yt−1, ..., Yt−p)

′, and is of dimension [NGp× 1]. The unre-
stricted PVAR model allows for dynamic and static interdependencies as well as for
heterogeneities across countries. The Xt−1 includes lagged values of every variable
in each equation. The unrestricted B-matrix and the covariance matrix Σ enable
country specific coefficients and correlations between error terms of all possible vari-
able and country combinations. This PVAR model has (NG)2p parameters of the
B-matrix and NG(NG+1)

2
parameters of Σ to estimate. In this model the variables

are ordered per country. That means that the first G rows of the system model
variables of country one, while the rows NG− G + 1 to NG describe the variables
of country N .

3.1 The lasso Estimator

Tibshirani (1996) proposed the lasso for a linear regression model with multiple
regressors. The coefficient estimates are obtained by minimizing the sum of squared
residuals subject to a linear constraint. The penalization term regulates the sum
of the absolute values of the regression coefficients, the L1-norm of the coefficients,
to be less than a fixed value. The lasso forces the coefficients to lie in a specific
area which is centered around zero. Thereby, it shrinks some coefficient to zero
and constraints other to be equal to zero. The lasso will reduce the variance of
the estimated coefficients since they are forced to be close to zero. The L1-norm
determines the geometric shape of this constraint region. It has two properties which

6Although this specification does not include a constant, it can be extended to include one.
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are crucial for the features of the lasso. Firstly, it allows for coefficients equal zero
due to the possibility of corner solutions and, secondly, it is convex which simplifies
the optimization procedure.

The optimization problem of the lasso for PVAR models modifies the lasso of
Tibshirani (1996) in two ways. Firstly, it uses the weighted sum of squared residuals
as the loss function to allow for an unrestricted covariance matrix. Secondly, it
introduces a penalty term which captures time series and cross-section properties.
The optimization problem is given by:

argmin
bkm

1

T

K∑
k=1

K∑
j=1

ωkj

(
Yk −

Kp∑
m=1

bkmXm

)(
Yj −

Kp∑
m=1

bjmXm

)′

+
K∑
k=1

Kp∑
m=1

λkm |bkm| .

(3)

The bkm is the element of the B-matrix in the k-th row and m-th column. K is the
number of countries times the number of variables, K = NG. The Yj and Xm are
of dimension [1 × T ] for j = 1, ..., K and m = 1, ..., Kp. The ωkj is an element of
the inverse of the covariance matrix, Σ−1 = Ω. The λkm is the penalty parameter
and |bkm| denotes the absolute value of bkm.

The optimization problem is solved using a coordinate descent algorithm as pro-
posed in Friedman et al. (2007) and Friedman et al. (2010).7 This iterative algorithm
updates from Bn to Bn+1 by a univariate minimization over a single bkm. It will it-
erate over all elements in B till convergence is reached. The coordinate descent
algorithm can be used since the non differentiable part of the optimization problem
is separable. The convexity and separability of the problem ensure that a global
solution exist. The lasso estimator has the following form:

blassokm = sign
(
b̃km

)(∣∣∣b̃km∣∣∣− λkmT

2ωkkXmX ′m

)
(4)

with

b̃km =

∑K
j 6=k ωjk(Yj −

∑Kp
i=1 bjiXi)X

′
m

ωkkXmX ′m
+

(Yk −
∑Kp

i 6=m bkiXi)X
′
m

XmX ′m
. (5)

7The optimization algorithm and the derivation of the lasso estimator are described in detail in
the appendix. For more details regarding the optimization algorithm see Friedman et al. (2007),
Friedman et al. (2010) and Hastie et al. (2015).
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In the following, this estimator will be called lassoPVAR. The covariance matrix Σ

is estimated by Σ̂ = 1
T−kk (Y − B̂X)(Y − B̂X)′, where kk is the number of degrees

of freedom for the lasso which is the number of non-zero parameters.8

As pointed out by Lee and Liu (2012) in a VAR model correlations between error
terms have an impact on the estimated parameters in a restricted regression.9 It
can be easily seen from the above stated lasso estimator blassokm that the covariance
affects the value of blassokm for elements ωkk 6= 1 and ωjk 6= 0 for j 6= k. When Σ equals
the identity matrix, the estimator blassokm reduces to the lasso estimator based on the
sum of squared residuals as the loss function.

The λkm denotes the penalty parameter. If λkm = 0, the estimated coefficients
equal the OLS solutions. If λkm > 0, the parameters are shrunk towards zero. To
allow for a specific time series and cross-section penalty, λkm is divided into three
parts:

λkm = λkp
αc(F = 1). (6)

1. Basic penalty - λk. This part varies across equations. λk > 0 will force
coefficients towards zero.

2. Time series penalty - pα. It captures that more recent lags should provide
more information than more distant ones. The penalty increases with the lag
order, p, for α > 0. The time series penalty part let the penalty vary across
lagged variables.

3. Cross section penalty - c(F = 1). The penalty models that lags of domestic
variables are more important than lags of foreign variables. The cross-section
penalty allows for stronger penalization of foreign, F = 1, compared to do-
mestic variables if c > 1.

Optimal penalty parameters are determined via a cross validation technique. The
penalty parameters are chosen such that they minimize one-step ahead mean squared
forecast errors.10 As done by Song and Bickel (2011) the sample is split in three

8Regarding the degrees of freedom for the lasso, see Bühlmann and van de Geer (2011) for
details.

9See Lee and Liu (2012) for details. This is similar to the well known fact that for VAR models
OLS is unequal GLS in the case of parameter constraints.

10The n-fold cross-validation technique for choosing the optimal penalty parameter is not applied
here due to the time dependence in the PVAR model. By choosing the optimal penalty parameter
that minimizes one-step ahead mean squared forecast errors the paper follows Song and Bickel
(2011), Nicholson et al. (2015), and Nicholson et al. (2016). However, in a recent paper Bergmeir
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periods: The first period from 1 to T1−1 is used for estimating the model, based on
the second period from T1 to T2− 1 different penalty parameters are evaluated, and
the third period from T2 to the end of the sample is later used for forecast evaluation
of the lasso.11 The model is estimated in a rolling scheme taking the observations
from t to T1 + t − 1 for t = 1, ..., T2 − T1. For each t the out of sample forecast
accuracy for a specific penalty parameter λkm is measured by the one-step ahead
mean squared forecast error for variable k, k = 1, ..., NG:

MSFE(λkm)k =
1

T2 − T1

T2−T1∑
t=1

(Ŷk,t+1 − Yk,t+1)
2

where Ŷk,t+1 denotes the estimated one-step ahead forecast for variable k. For sim-
plicity only λk is determined via cross-validation while α and c are pre-set to α = 0.6

and c = 1.4. These values are preselected in a small cross-validation exercise with a
small number of simulation draws. The search for the optimal λk is done over a grid
of penalty parameter values whereby at the maximal value all coefficients equal zero.
In order to speed up the computations, warm-starts are used which are computed as
follows. In a sequence of penalty parameters, {λkm,s}Ss=0 , starting from the maximal
value, the last estimated blassokm (λkm,s) is used as a starting value for the estimation
of the next blassokm (λkm,s+1).

The application of the lasso for PVAR is not limited to the currently considered
panel VAR model in which the cross-sections are countries. Other cross-section di-
mensions like, for example, industries or regions can as well be estimated by the
proposed lasso technique. The cross-section penalty can be in a more general way
understood as a higher penalty for variables of a cross-section unit different than
the variable being explained.

3.2 Asymptotic Properties

As a variable selection method, the lasso for PVARs should satisfy the oracle prop-
erties. That means, firstly, asymptotically the lasso selects the correct sparsity
pattern. With probability tending to one it sets true zero parameters to zero while
setting non-zero parameters unequal zero. Secondly, the non-zero parameters are as

et al. (2015) justify the use of the standard n-fold cross-validation techniques for autoregressive
processes.

11For estimation the periods are T2 = T −30 and T1 = T2−10. Extending the period for penalty
parameter selection comes at the cost of longer computational time.
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efficiently estimated as if the true subset of relevant variables is known. Thus, for
the oracle properties to hold, selection consistency and asymptotic normality has to
be satisfied as T goes to infinity.12

The asymptotic analysis follows the steps established in Song and Bickel (2011)
and Lee and Liu (2012). Assume that the data Yt are generated from an underlying
model as in equation (1) where Ut ∼ N (0,Σ). The PVAR model is stable. That is
all roots of det(IK − A1z − A2z

2 − ...− Apzp) are outside the unit circle.
Define the true parameter matrix as B∗. Assume that the covariance matrix is

known. The inverse of the covariance matrix is denoted as Ω. If Ω is estimated con-
sistently, it can be easily shown that the results derived in the following hold. The
true coefficient in the k-th row and m-th column of B∗ is defined as b∗km. The vec-
torized true coefficient matrix is given by b∗ = vec(B∗). Let J = {(k,m) : b∗km 6= 0}
denote the set of non-zero parameters. The number of non-zero parameters, the
cardinality of J , is given by |J | = s. The lasso estimator of b∗, as derived from
the optimization problem in equation (3) under the [1 × NG2p]-vector of penalty
parameters, λ, is denoted as b̂. The b∗J is the vector of true non-zero parameters
with dimension [s × 1] and b̂J is the estimator of b∗J . Let Z = IK ⊗X ′ where X is
the [Kp× T ]-matrix of right hand side lagged variables.

Define aT = λkm for k,m ∈ J and cT = λkm for k,m /∈ J . Assume that the lag
length p can increase with growing T . Thus, λkm is time depended since it depends
on p. The aT is defined as the penalty term λkm for a true non-zero parameter.
The cT gives the penalty term for true zero parameters. The specified penalty terms
in lassoPVAR allow for different penalization of each variable. The introduction of
time series and cross-section penalty terms leads to stronger penalization of close to
zero coefficients. Thus, the distinction of the penalty term in aT and cT is justifiable.
Furthermore, the following assumptions are made:

(A1) Γ := plim ZZ
′
/T exists and is nonsingular.

(A2) Non-zero parameters exist. The cardinality of J is unequal zero, |J | = s > 0.

(A3) Assume that aT
√
T → 0.

(A4) Assume that cT
√
T →∞.

12See for the definition of the oracle property for example Lee and Liu (2012) and Kock and
Callot (2015).
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Thus, assumption (A3) and (A4) require different rate of convergences properties
for the penalty parameters associated with true zero and true non-zero coefficients.
While aT converges to zero at rate

√
T , cT converges to zero at a slower rate than√

T .
Theorem: Under the assumptions (A1) to (A4) the following results hold:13

(R1) Selection consistency: plim b̂km = 0 if b∗km = 0.

(R2) Asymptotic normality:
√
T (b̂J − b∗J)

d−→ N (0, (Ω⊗ Γ)−1J ).

The (Ω⊗Γ)J is the covariance matrix obtained by removing the row and column of
Ω⊗Γ corresponding to the elements (k,m) /∈ J . Results (R1) and (R2) imply that,
if the penalty parameters satisfy the conditions given in (A3) and (A4), lassoPVAR
satisfies asymptotically the oracle properties. Theorem (R1) states the selection
consistency. That is for T → ∞ a true zero parameter, b∗km /∈ J , is estimated
consistently, thus, equals zero. The second result, (R2), establishes the asymptotic
normality for true non-zero parameters, b∗km ∈ J .

3.3 Comparison to Other Estimation Procedures for PVARs

This section compares the lasso for PVAR to three further lasso specifications as well
as to the existing estimation procedures for PVAR models in the literature. That
is, to restricted least squares, the selection prior of Koop and Korobilis (2015b), and
the cross-sectional shrinkage approach of Canova and Ciccarelli (2009).14

Lasso with basic penalty. The first further lasso approach is a lasso with
weighted sum of squared residuals as the loss function but without a penalty which
explicitly captures panel properties. The time series penalty, α, is set to zero and
the cross-section penalty, c, equals one. Thus, the penalty parameter λkm reduces
to λk. In the following, this estimator will be referred to as lassoVAR.

Post lasso. Secondly, a post lasso is considered. The post lasso consists of
two estimation steps as explained by Belloni and Chernozhukov (2013). In the first
step a lasso optimization problem is solved based on the proposed specification with
weighted sum of squared residuals and time series and cross-section penalties. In
the second step the non-zero elements of the first step are re-estimated with OLS.

13The proof for the theorem is provided in the appendix.
14The two Bayesian approaches are only briefly described in this paper. The reader is referred

to Koop and Korobilis (2015b), Canova and Ciccarelli (2009), and Canova and Ciccarelli (2013)
for details.

11



Thus, the post lasso reduces the bias of the non-zero elements which is introduced
by the lasso shrinkage. This estimator is called post lassoPVAR.

Adaptive lasso. The third lasso alternative is the adaptive lasso as proposed
by Ren and Zhang (2010) for VAR models following the idea of Zou (2006). While
the lasso shrinks all coefficients constantly depending on the penalty parameter, the
adaptive lasso penalizes high non-zero coefficient less than very small coefficients.
This is done by adaptive weights. Zou (2006) proposes weights for the penalty pa-
rameter, ŵkm = 1

|bOLSkm |
γ , where bOLSkm is the OLS estimate and γ a constant, which are

data-dependent. OLS estimates close to zero will increase the penalty parameter,
leading to higher shrinkage, while high non-zero coefficients will decrease the penalty
parameter. The adaptive lasso applied here, referred to as adaptive lassoVAR, uses
the weighted sum of squared residuals and sets α = 0 and c = 1. One issue of the
adaptive lasso is the choice of the unbiased estimator for the weights. For very large
models OLS is not feasible if T < Kp. An alternative is to use ridge estimates or
post lasso estimates as weights.15

The lassoPVAR allows for different penalty parameters for different coefficients.
The specification of the time series and cross-section penalties captures close to zero
coefficients and penalizes these stronger. So, lassoPVAR can be seen as an adaptive
lasso.

Restricted least squares. The first estimation approach for PVARs used in
the literature which will be discussed here is a restricted least squares estimation,
called restLS. Hereby, the restricted LS estimates a bock-diagonal system ordering
the variables in country blocks. Such a model assumes no dynamic interdependencies
between countries. Setting the off-diagonal elements to zero reduces the number of
free parameters. However, the assumption of no dynamic interdependencies between
various economies is theoretically hard to justify.

Stochastic search specification selection. The second approach is the Bayesian
selection prior of Koop and Korobilis (2015b) called stochastic search specification
selection (SSSS ). The authors define weighted normal distributions as prior distri-
butions which center around a restriction with a small or a large variance. Thus, the
first part of the distribution shrinks the estimated parameter towards the restriction
(small variance) while the second part allows for a more freely estimated parameter
(large variance). Depending on a hyperparameter, which is Bernoulli distributed,

15Compare for example to Kock and Callot (2015). However, using the post lasso will increase
computational time while using ridge estimation requires further determination of hyperparameters.
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a parameter is drawn from the first or second part of the distribution. Koop and
Korobilis (2015b) specify three different priors based on the possible restrictions:
They search for no dynamic interdependencies - no dynamic effects of foreign vari-
ables -, no static interdependencies - zero correlation between error terms of different
countries -, and for homogeneity across coefficients - equal coefficient for a domestic
variable compared to the same variable of a different country.

The prior centering around the no dynamic interdependency restriction is speci-
fied for a off-block-diagonal matrix of B of variables belonging to one country. The
dynamic interdependency prior has the following form:

Bij ∼ (1− γDIij )N (0, τ 21 I) + γDIij N (0, τ 22 I)

γDIij ∼ Bernoulli(πDI), ∀j 6= i

where Bij is a off-block-diagonal matrix of B and τ 21 < τ 22 . If γDIij = 0, Bij is
shrunk to zero, if γDIij = 1, Bij is more freely estimated. Setting the prior on a
block of variables of one country leads to a similar treatment of all variables of
one country being either restricted (shrunk to zero) or not. The prior for no static
interdependencies is set on the off-block-diagonal matrices of the covariance matrix.
The cross-sectional homogeneity prior is set on the diagonal coefficient matrices of
the B matrix. The prior has the following form:

Bii ∼ (1− γCSHij )N (Bjj, η
2
1I) + γCSHij N (Bjj, η

2
2I)

γCSHij ∼ Bernoulli(πCSH), ∀j 6= i

where Bii and Bjj are block-diagonal matrices of B and η21 < η22. If γCSHij = 0, Bii

is shrunk to Bjj. A Markov Chain Monte Carlo algorithm samples the estimated
parameters as the posterior means.

Cross sectional shrinkage approach. The third estimation procedure is the
cross-sectional shrinkage approach proposed by Canova and Ciccarelli (2009). Here,
the parameters are factorized into common, country specific, and variable specific
time-varying factors. Canova and Ciccarelli (2009) specify the model in a hierarchical
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structure:

b = ΛF + et

Yt = ZtΛF + εt

εt = Ut + Ztet

et ∼ N (0,Σ⊗ σ2I)

εt ∼ N (0, (I + σ2Z
′

tZt)Σ)

where Λ is a [NG2p × f ] matrix of loadings, F is an [f × 1] vector of factors, and
Zt = I ⊗ Xt−1. Since the factors, F , are of a lower dimension than the vectorized
B matrix, b, f � NG2p holds. The specified prior distributions for the covariance
matrices are inverse Wishart and b ∼ N (ΛF,Σ⊗ σ2I).

An advantage of the approach is that it takes into account time variation. As
one limitation, the cross-sectional shrinkage approach groups coefficients due to fac-
torizing, however, it does not consider zero values in a specific way.16 The procedure
does not use possible sparsity for dimension reduction.

4 Simulation Studies

To evaluate the performance of the lasso compared to other estimation procedures
two Monte Carlo simulations are conducted. In the first simulation set-up data is
generated from a stationary PVAR(1) model which includes two countries and two
variables per country. The number of time series observations is 100. The underlying
PVAR model has the parameter matrix

Atrue1 =


0.9 0.8 0 0

0 0.9 0 0

0.6 0.6 0.9 0

0.6 0.6 0.8 0.9


and normally distributed error terms, Ut ∼ N (0,Σtrue) with Σtrue : σii = 0.6 and
σij = 0.3 for i 6= j. The PVAR model represents a scenario where the second
country has no impact on variables of the first country while the first country’s
variables affect the variables of country 2. This set-up could be a model including

16Korobilis (2015) elaborate further on this point.
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one big and one small economy, justifying the block of zeros in the upper part of the
A1-matrix. A second property of the model is that domestic variables have a higher
impact on domestic than foreign variables have.

The number of parameters of this model is moderate. As a result, the methods
aiming for dimension reduction such as the lasso approaches and the two Bayesian
procedures are not able to provide substantial benefit by reducing the number of
parameters to estimate. The simulation is rather conducted to analyze whether
these methods do not lose compared to standard OLS in terms of mean squared
error and forecast accuracy.

In the second simulation data is generated from a stationary PVAR(4) with
Ut ∼ N (0,Σtrue), Σtrue : σii = 0.6, σij = 0.3 for i 6= j, and T = 100. The model
includes three countries and two variables per country. The set-up illustrates a larger
and sparse model with parameter matrices

Atrue1 =



0.6 0.5 0 0 0 0

0 0.6 0 0 0 0

0.4 0.4 0.6 0.5 0 0.4

0 0.4 0 0.6 0 0

0.4 0.4 0.4 0 0.6 0

0 0.4 0 0.4 0 0.6


,

Atrue2 = 0, Atrue3 = 0,

Atrue4 =



0.35 0.3 0 0 0 0

0 0.35 0 0 0 0

0.3 0.3 0.35 0.3 0 0.3

0 0.3 0 0.35 0 0

0.3 0.3 0.3 0 0.35 0

0 0.3 0 0.3 0 0.35


.

The model includes dynamic and static interdependencies as well as cross-sectional
heterogeneities. It incorporates a time series pattern by lower coefficients for higher
lags. Thus, the impact of a variable gets smaller for lag four compared to lag one.
The second and third lag have no impact. This structure could be motivated by
a model using quarterly data depicting seasonal patterns. The model includes the
feature that foreign variables affect domestic variables less than domestic variables
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Table 1: Overview of estimators

lassoPVAR lasso for PVAR with weighted sum of squared residuals,
time series and cross-section penalties,
λkm = λkp

αc(F = 1)

lassoVAR lasso for PVAR with weighted sum of squared residuals,
λkm = λk, α = 0 and c = 1

post lassoPVAR post lasso for PVAR: first step estimates lasso for PVAR
with weighted sum of squared residuals,
time series and cross-section penalties,
λkm = λkp

αc(F = 1)
second step re-estimates non-zero elements with OLS

adaptive lassoVAR adaptive lasso for PVAR with weighted sum of squared residuals,
weights depend on OLS estimate,
λkm = λk, α = 0 and c = 1

SSSS selection prior of Koop and Korobilis (2015b)

CC cross-sectional shrinkage approach of Canova and Ciccarelli (2009)

OLS ordinary least squares

restLS restricted least squares, block diagonal system
assumption of no dynamic interdependencies

do. The second simulation provides a larger and sparser model than the model in
simulation one. However, this model is still rather of medium size. The simulation
enables to analyze whether efficiency gains compared to the benchmark OLS can be
found already in models with medium size. For both simulations the constant is set
to zero.

4.1 Performance Criteria

The performance of the lasso for PVAR models is evaluated along the following
criteria.17

1. Correct sparsity pattern: The measure calculates how often the evaluated
procedure takes the correct decision whether to include or exclude a variable.

17Tibshirani (1996), Ren and Zhang (2010) or Kock and Callot (2015), for example, use similar
criteria to asses the performance of the lasso.
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It measures how often are true relevant variables included and true irrelevant
discarded averaged over all Monte Carlo replications.

2. Fraction of relevant variables included: It counts the number of true
relevant variables included in the models relative to the number of all true
non-zero coefficients averaged over all Monte Carlo replications.

3. Number of variables included: What is the average number of variables
which is included in the model. This measure evaluates the dimension reduc-
tion done by the estimator.

4. MSE: The mean squared error of the parameter estimates for one Monte Carlo
replication is calculated as

MSE =
1

K2p

K∑
k=1

Kp∑
m=1

(b̂km − btruekm )2

where b̂km is the estimate of the true parameter btruekm . The MSEs are averaged
over all Monte Carlo replications.

5. MSFE: The one-step ahead mean squared forecast error for one Monte Carlo
replication is calculated as

MSFE =
1

T − T2 − 1

T∑
t=T2

[
1

K

K∑
j=1

(Ŷj,t+1 − Yj,t+1)
2

]

where Ŷj,t+1 denotes the estimated one-step ahead forecast for t with t =

T2, ..., T − 1. The MSFEs are averaged over t, over all variables and over all
Monte Carlo replications.

Table 1 lists the estimators which will be compared in the simulation studies. The
OLS estimator serves as a benchmark model. However, for lager models, where
T < Kp, OLS is not feasible. The estimators take the true lag length that means
one for the first simulation and four for the second simulation.

4.2 Simulation Results

Table 2 contains the evaluation of the various estimation procedures along the five
performance criteria for simulation one, marked as (1), and simulation two, (2). The
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Table 2: Performance evaluation of estimators

lasso techniques Bayesian methods least squares

lasso lasso post adaptive
PVAR VAR lasso lasso SSSS CC restLS OLS

PVAR VAR

Correct sparsity pattern in %
(1) 48.26 48.78 48.26 49.90 37.50 37.50
(2) 34.92 41.28 34.92 38.58 34.72 76.39

Fraction of relevant variables included in %
(1) 56.07 58.34 56.07 52.73 60.00 100.00
(2) 26.20 33.24 26.20 28.13 47.06 100.00

Number of variables included
(1) 8.94 9.47 8.94 8.53 8.00 16.00
(2) 34.10 48.05 34.10 40.68 48.00 144.00

Mean squared error relative to OLS
(1) 0.98 0.98 0.99 0.98 0.97 0.97 0.97
(2) 0.66 0.68 0.68 0.68 0.85 0.85 0.67

One-step ahead mean squared forecast error relative to OLS
(1) 0.98 0.98 0.99 0.98 0.99 0.99 0.98
(2) 0.83 0.85 0.85 0.84 1.14 1.14 0.84

(1): Simulation 1 - DGP of simulation 1 is generated from a two-country two-variable model
with one lag. (2): Simulation 2 - DGP of simulation 2 is generated from a sparse three-country
two-variable model with four lags. The correct sparsity pattern measures how often true relevant
variables are included and irrelevant excluded. The fraction of relevant variables included counts
the number of true relevant variables included in the models relative to the number of all true
relevant variables. The number of variables included measured the dimension reduction. MSEs
and MSFEs are relative to OLS. All measures are averaged over 1000 Monte Carlo replications.

first four columns present the results for the lasso techniques, the next two columns
for the Bayesian methods, and the last two for the least squares estimators. The
performance criteria are averages over 1000 Monte Carlo replications. Overall, the
two simulation studies give supporting evidence that the use of the lasso for PVARs
is beneficial in terms of lower mean squared errors and mean squared forecast errors
relative to OLS. This also holds relative to the selection prior of Koop and Korobilis
(2015b) and the factor approach of Canova and Ciccarelli (2009).

The lassoPVAR includes true relevant and discards irrelevant variables in 48.26%
of all simulation draws of the first and in 34.92% of the second simulation. The frac-
tion of relevant variables included by lassoPVAR is 56.07%, simulation one, and
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26.20%, simulation two. The other lasso techniques reveal similar numbers while
OLS and restLS find the correct sparsity pattern in less cases but detect more often
the fraction of relevant variables included. The number of detection of the correct
sparsity pattern as well as the fraction of relevant variables included are low for all
methods. The only exception in some cases is OLS. However, OLS does not reduce
the dimension since it includes all 144 variables.

The lasso techniques clearly reduce the dimension of the model. The lassoPVAR
includes about one half of all variables in simulation one and one fourth in simulation
two. lassoVAR and restLS reduce the number of variables by one third in simulation
two. The lower dimension reduction of lassoVAR compared to lassoPVAR might be
driven by the specification of the penalty terms. The penalty terms of lassoPVAR
introduce additional penalty on higher lags and foreign variables which results in
excluding more variables.

Compared to the benchmark OLS all estimators reveal lower mean squared er-
rors in both simulations. As expected due to the moderate number of parameters in
simulation one, the gain - measured in lower MSEs - of using lasso or the Bayesian
methods is lower compared to the gain in the larger and sparser set-up of simulation
two. Using lassoPVAR leads to a substantial reduction of MSEs relative to OLS of
0.34 in simulation two. The lassoPVAR performs best compared to all other esti-
mators with the lowest MSE of 0.66. The adaptive lassoVAR and post lassoPVAR
do not yield clear improvements compared to lassoPVAR. The fact that the second
stage OLS estimation of post lassoPVAR relies on the possible misspecified model
of the first step of the lasso estimation could explain the performance of the post
lassoPVAR. The Bayesian procedures, SSSS and CC, have lower MSEs relative to
OLS, however, are clearly outperformed by the lasso techniques. The weak perfor-
mance of OLS in terms of MSE reflects the problem of overfitting.

The dimension reduction of the selection methods leads to a sizable reduction
in one-step ahead mean squared forecast errors compared to OLS for both simu-
lations. Even in the simulation with a small model, where dimension reduction is
not required, MSFEs are lower for all estimators compared to OLS. In the second
simulation the use of lasso techniques improves the forecast accuracy shown by MS-
FEs between 0.83 and 0.85. The Bayesian methods are outperformed by OLS. The
lowest MSFEs are obtained by lassoPVAR. Hence, the results provide evidence that
accounting for the inherent panel structure within the data by time series and cross-
section penalties pays off in terms of reduced MSEs and improved forecast accuracy.
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Figure 1: Boxplots of MSEs and MSFEs relative to OLS for simulation 2

(a) Mean squared errors relative to OLS

(b) One-step ahead mean squared forecast errors relative to OLS

DGP of simulation 2 is generated from a sparse three-country two-variable model with four lags.
The first boxplots show mean squared errors of estimates of parameter matrix B relative to
OLS calculated as the average over the deviations of each b̂km from the true value btruekm for 1000
replications of the simulation. The second figure of boxplots shows one-step ahead mean squared
forecast error relative to OLS for 1000 simulation replications. MSFE is averaged over t and all
variables. 20



To exploit the variability over Monte Carlo replications for simulation two, fig-
ure 1 shows MSEs relative to OLS, figure 1a, and one-step ahead MSFEs relative
to OLS, figure 1b. The dimension reduction of the lasso techniques leads to smaller
standard deviations compared to the Bayesian shrinkage methods which do not ex-
clude variables. Furthermore, the lasso techniques have lower variability of MSFEs
over all Monte Carlo replications compared to SSSS and CC.

5 Forecasting Application

This section further asses the forecasting performance of the PVAR estimated with
lassoPVAR for an empirical example. The performance is evaluated relative to a
univariate autoregressive model and single country VARs. This is conducted in order
to analyze whether forecasts of key macroeconomic variables of interlinked countries
have to accommodate for possible spillovers across countries. Since panel VARs can
exploit international interdependencies and commonalities, they are well suited as
forecasting models including a global dimension.

Several recent studies stress the benefits of accounting for international depen-
dences while forecasting national and international key macroeconomic variables.
Ciccarelli and Mojon (2010) use a factor model for inflation forecasts. They show
that the average of 22 OECD countries’ inflation as a measure of global inflation
can explain more than half of the volatility of inflation rates between 1960 and 2008.
Adding a global inflation component in national inflation forecasts can improve
forecast accuracy. Monache et al. (2015) underline the existents of international co-
movements and country specific developments. They conclude analyzing Euro Area
economies that disinflation since 2013 can be largely seen as a common phenomenon.
However, inflation rates of peripheral countries fluctuate in the short term. Koop
and Korobilis (2015a) indicate that using a panel VAR, estimated by a factor ap-
proach, for forecasting key macroeconomic indicators of Euro zone countries can lead
to improvements in forecasts. Including more information by adding variables and
allowing for country linkages is especially useful for forecasting performance after
2009.

Other papers use global VAR (GVAR) models to account for international link-
ages in forecasts. Pesaran et al. (2009) use a GVAR to forecast several real and fi-
nancial variables for 33 countries. Their results provide evidence that multi-country
models obtain more accurate forecasts since GVAR forecasts outperform forecasts
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Table 3: One-step ahead mean squared forecast error relative to OLS

lassoPVAR restLS singleVAR AR

One-step ahead MSFEs averaged over countries for each variable
CPI 0.87 1.04 0.71 0.73
IP 0.42 1.24 0.55 0.49
UN 1.40 2.29 1.57 1.65

One-step ahead MSFEs averaged over variables for each country
DE 0.95 1.30 0.94 0.88
ES 0.78 1.06 0.79 0.87
FR 0.98 1.39 1.01 1.11
GR 0.80 1.51 0.76 0.78
IE 0.81 1.26 1.03 0.93
IT 0.76 1.69 0.90 0.89
PT 1.00 1.67 1.02 1.03
UK 0.96 1.40 0.88 0.88
US 1.04 2.42 1.17 1.22

One-step ahead MSFEs averaged over countries and variables
Σ 0.90 1.52 0.94 0.96

The forecast period is from 2011:1 to 2016:6. MSFEs are averaged over all t and are relative to
OLS, MSFEs smaller than one indicate better performance relative to OLS.

based on univariate models. Greenwood-Nimmo et al. (2012), Dovern et al. (2016),
Huber et al. (2016), and Garratt et al. (2016) provide further evidence that GVAR
models improve forecast performance relative to univariate benchmark models. The
first study shows the benefits for higher horizon forecasts and the second for pre-
dictive joint densities. The third compares GVAR forecasts under various prior
specifications while the latter asses point and density forecasts for GDP growth as
well as for the probability of recessions.

This paper evaluates forecasts for three variables: monthly changes in the har-
monized index of consumer prices (CPI), industrial production growth (IP), and
unemployment rate (UN). The data provided by the OECD cover the period from
2001:1 to 2016:6. The preliminary analysis includes nine countries: Germany (DE),
Spain (ES), France (FR), Greece (GR), Ireland (IE), Italy (IT), Portugal (PT),
Great Britain (GB), and the United States (US).

The forecasts are done for the period from 2011:1 to 2016:6. The estimation is
based on the data up to 2010:12 rolling forward so that the same amount of time
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series observations is used for every forecast. The one-step ahead forecasts are eval-
uated by mean squared forecast errors. The forecasting performance of lassoPVAR
is compared to single country models, singleVAR, and univariate autoregressive pro-
cesses of order p = 6, AR. The singleVAR models include only one country per
model and thus do not account for spillovers across countries. The PVAR models
are estimated with six lags as chosen by different information criteria. The data are
demeaned and standardized.

Table 3 presents the preliminary results for one-step ahead mean squared fore-
cast errors. Overall, the use of lassoPVAR improves forecast performance relative
to OLS. The forecasts of lassoPVAR, MSFE of 0.90, outperform restLS, MSFE of
1.52, singleVAR, MSFE of 0.94, and AR, MSFE of 0.96. Thus, the results provide
evidence that the use of mulit-country models compared to single-county models is
beneficial to improve forecast performance.

The differences in forecast performance along the three variables is exploited by
averaging over all countries for each variable. The largest gain in forecast accuracy of
using lassoPVAR compared to OLS is obtained for the forecast of industrial produc-
tion growth, MSFE of 0.42. The use of lassoPVAR reduces MSFEs for CPI but not
for UN. The results are similar for singleVAR and AR while restLS is outperformed
by OLS for all variables. Averaged over all variables for each country, MSFEs of
lassoPVAR are below one for seven out of nine countries.

6 Conclusions

This paper develops a lasso technique for panel VARs, lassoPVAR. It specifies a
penalized estimation problem using weighted sum of squared residuals as the loss
function and a penalty which incorporates time series and cross-section properties.
Thereby, it allows for an unrestricted covariance matrix meaning that the estimation
accounts for possible correlation between variables. The penalty term uses the in-
herent panel structure within the data. It specifies that more recent or domestic lags
provide more information than more distant or foreign lags. As a result, a higher
penalty is set for higher lags and foreign variables.

The preliminary main results of the paper are the following. Asymptotically, the
lassoPVAR satisfies the oracle properties meaning that selection consistency and
asymptotic normality are established for the lasso estimates. Two simulation stud-
ies give supporting evidence for the use of the lasso for PVARs. The dimension
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reduction of the lasso techniques leads to reduced mean squared errors compared to
OLS and to the selection prior of Koop and Korobilis (2015b) as well as the factor
approach of Canova and Ciccarelli (2009). Additionally, the lasso techniques pro-
vide lower mean squared forecast errors and thus increase forecasting performance
compared to OLS and the two Bayesian approaches. The preliminary results of
a forecasting exercise give further evidence that lassoPVAR outperforms OLS and
models neglecting interdependencies between countries in terms of one-step ahead
mean squared forecast errors.

The proposed method of the paper may be of interest for applied researchers
since the lasso for PVAR is able to deal with the curse of dimensionality problem
in a multi-country model. The presented results provide evidence that the lasso
techniques are a useful tool for estimating large panel VAR models.

The researcher has to be aware that the performance of the lasso is sensitive to
the suitability of the analyzed model for the penalized estimation technique. The
lasso generally performs well in systems with a large number of parameters and ex-
isting sparsity. When few coefficients are large and the others close to zero, the lasso
has usually low mean squared errors while a good performance is not ensured for
models deviating from these properties. This point is stressed by Hansen (2016) and
is also visible in the differences in results for the simulations with DGPs generated
from a small and from a larger and sparse model. However, the second conducted
simulation is of moderate size with 165 parameters to estimate and the benefit of
the lasso is already visible in the reduced mean squared errors and improved forecast
accuracy.

In future research it may be interesting to further asses different specifications of
the penalty term in the context of panel VAR models. One possibility to capture the
panel structure is the use of the group lasso as proposed by Yuan and Lin (2006).
The group lasso treats variables in groups, setting whole blocks to zero. This struc-
ture might be especially useful for analyses including smaller countries and globally
more influential countries. Furthermore, variables in multi-country models might be
highly correlated. This issue can be addressed by elastic-net invented by Zou and
Hastie (2005). This procedure is able to select groups of correlated variables while
the lasso selects one variable out of a set of correlated variables.
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The lasso Estimator

The optimization problem of the lasso for PVAR is minimized after bkm. The bkm is
the element of the B-matrix in the k-th row and m-th column. K is the number of
countries times the number of variables, K = NG. The Yj and Xm are of dimension
[1×T ] for j = 1, ..., K and m = 1, ..., Kp. The ωkj denotes an element of the inverse
of the covariance matrix, Σ−1 = Ω. The λkm is the penalty parameter and |bkm|
denotes the absolute value of bkm. The optimization problem is rewritten as

argmin
bkm

1

T

ωkk(Yk − bkmXk −
Kp∑
i 6=m

bkiXi

)(
Yk − bkmXk −

Kp∑
i 6=m

bkiXi

)′

+
K∑
j 6=k

ωkj

(
Yk − bkmXk −

Kp∑
i 6=m

bkiXi

)(
Yj − bjmXk −

Kp∑
i 6=m

bjiXi

)′

+
K∑
j 6=k

ωjk

(
Yj − bjmXk −

Kp∑
i 6=m

bjiXi

)(
Yk − bkmXk −

Kp∑
i 6=m

bkiXi

)′

+
K∑
j 6=k

K∑
l 6=k

ωjl

(
Yj − bjmXk −

Kp∑
i 6=m

bjiXi

)(
Yl − blmXk −

Kp∑
i 6=m

bliXi

)′
+ λkm |bkm|+

K∑
j 6=k

Kp∑
i 6=m

λkm |bkm| .

This is simplified to

1

T

[
ωkk

(
−2bkmXmY

′
k + bkmXmX

′
mbkm + 2bkmXm

Kp∑
i 6=m

X ′ibki +R1

)

+2
K∑
j 6=k

ωjk

(
−bkmXmY

′
j + bkmXm

Kp∑
i=m

X ′ibji +R2

)
+R3

]

+ λkm |bkm|+
K∑
j 6=k

Kp∑
i 6=m

λkm |bkm| ,
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where R1, R2 and R3 collect the terms without bkm. Taking the derivative after bkm:

1

T

[
ωkk

(
−2XmY

′
k + 2XmX

′
mbkm + 2Xm

Kp∑
i 6=m

X ′ibki

)

+2
K∑
j 6=k

ωjk

(
−XmY

′
j +Xm

Kp∑
i=m

X ′ibji

)]
+ sign(bkm)λkm

= 0.

Thus, blassokm is equal to

blassokm = sign

(∑K
j 6=k ωjk(Yj −

∑Kp
i=1 bjiXi)X

′
m

ωkkXmX ′m
+

(Yk −
∑Kp

i 6=m bkiXi)X
′
m

XmX ′m

)
(∣∣∣∣∣
∑K

j 6=k ωjk(Yj −
∑Kp

i=1 bjiXi)X
′
m

ωkkXmX ′m
+

(Yk −
∑Kp

i 6=m bkiXi)X
′
m

XmX ′m

∣∣∣∣∣
− λkmT

2ωkkXmX ′m

)

Optimization Algorithm

The optimization problem is solved by an coordinate descent algorithm. The starting
values are the estimated values using a lasso approach with sum of squared residuals
as loss function and a penalty parameter set to λ0 = 0.1. The optimal penalty
parameters are determined via a cross-validation technique minimizing MSFEs. The
search of the optimal penalty parameters is done over a grid of values. The grid
has a length of six. This rather short length is due to the fact that using a finer
grid increases computational time. The algorithm updates every element bkm for
k = 1, ..., K and m = 1, ..., Kp. The following steps are repeated until convergence
is archived:

1. Set the B-matrix equal to values obtained in the last iteration Bn = Bn−1 and
Σn = Σn−1. For n = 0 starting values are obtained by the lasso estimation
with sum of squared residuals and penalty parameter set to λ0.

Update bkm by:
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2. Calculate

rkm =
(Yk −

∑Kp
i 6=m bkiXi)X

′
m

XmX ′m
+

∑K
j 6=k ωjk(Yj −

∑Kp
i=1 bjiXi)X

′
m

ωkkXmX ′m

3. Set

λkm =

λk ∗ pα ∗ c for foreign variables

λk ∗ pα for domestic variables

where λk > 0, α > 0, c > 1, and p is the lag length.

4. Calculate Lkm = λkmT
2ωkkXmX′

m

5. Calculate bkm by

bkm =


rkm − Lkm for rkm > 0, Lkm < |rkm|

rkm + Lkm for rkm < 0, Lkm < |rkm|

0 for Lkm ≥ |rkm|

6. Estimate Σ.

Convergence is achieved when max(|Bn −Bn−1|) < 0.0000001.

Proof of Selection Consistency and Asymptotic Nor-

mality

(R1) Selection consistency: plim b̂km = 0 if b∗km = 0.

(R2) Asymptotic normality:
√
T (b̂J − b∗J)

d−→ N (0, D−1).

The vectorized true coefficient matrix is given by b∗ = vec(B∗). Let J = {(k,m) :

b∗km 6= 0} denote the set of non-zero parameters. The lasso estimator of b∗ is denoted
as b̂. The b∗J is the vector of true non-zero parameters with dimension [s × 1] and
b̂J is the estimators of b∗J . Let Z = IK ⊗ X ′ where X is the [Kp × T ]-matrix of
right hand side lagged variables. The y = vec(Y ) and u = vec(U) are a vector of
dimension [KT × 1].

Proof of asymptotic normality: Let β =
√
T (b − b∗). For the proof it is
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assumed that Ω is known. If Ω̂ is a consistent estimator of Ω, it can be easily shown
that the same steps apply. The lasso optimization problem for the model y = Zb+u

is given by:

L(β) =

(
y − Z

(
b∗ +

β√
T

))′
(Ω⊗IT )

(
y − Z

(
b∗ +

β√
T

))
+T

K∑
k=1

Kp∑
m=1

λkm

∣∣∣∣b∗km +
βkm√
T

∣∣∣∣
Using β̂ = argmin

β
L(β) = argmin

β
(L(β)− L(0)) it follows

L(β)− L(0) =

(
y − Z

(
b∗ +

β√
T

))′
(Ω⊗ IT )

(
y − Z

(
b∗ +

β√
T

))
− (y − Zb∗)′(Ω⊗ IT )(y − Zb∗) + T

K∑
k=1

Kp∑
m=1

λkm

(∣∣∣∣b∗km +
βkm√
T

∣∣∣∣− |b∗km|)
= (y − Zb∗)′(Ω⊗ IT )(y − Zb∗)−

(
Z

β√
T

)′
(Ω⊗ IT )(y − Zb∗)

+

(
Z

β√
T

)′
(Ω⊗ IT )

(
Z

β√
T

)
− (y − Zb∗)′(Ω⊗ IT )

(
−Z β√

T

)
− (y − Zb∗)′(Ω⊗ IT )(y − Zb∗) + T

K∑
k=1

Kp∑
m=1

λkm

(∣∣∣∣b∗km +
βkm√
T

∣∣∣∣− |b∗km|)
=

1

T
β

′
Z ′(Ω⊗ IT )Zβ − 2√

T
(y − Zb∗)′ (Ω⊗ IT )Zβ

+ T
K∑
k=1

Kp∑
m=1

λkm

(∣∣∣∣b∗km +
βkm√
T

∣∣∣∣− |b∗km|) .
By assumption (A1)

1

T
β

′
Z ′(Ω⊗ IT )Zβ = β

′
(

Ω⊗ 1

T
Z ′Z

)
β

→ β
′
(Ω⊗ Γ)β

and since u ∼ N (0,Σ⊗ I)

1√
T

(y − Zb∗)′(Ω⊗ IT )Z =
1√
T
u′(Ω⊗ IT )Z

d−→ N (0,Ω⊗ Γ).
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Note that Ω = Σ−1 and

E

(
1√
T
Z ′(Ω⊗ IT )uu′(Ω⊗ IT )Z

1√
T

)
=

1√
T
Z ′(Ω⊗ IT )E(uu′)(Ω⊗ IT )Z

1√
T

=
1

T
Z ′(ΩΣ⊗ IT )(Ω⊗ IT )Z

=
1

T
(Ω⊗ Z ′Z)

→ Ω⊗ Γ.

Under assumptions (A2) to (A4) the last term T
∑K

k=1

∑Kp
m=1 λkm(|b∗km+ βkm√

T
|−|b∗km|)

has the following asymptotic behavior:
√
Tλkm(|b∗km + βkm√

T
| − |b∗km|)→ 0 for b∗km 6= 0

√
Tλkm(|βkm|)→∞ for b∗km = 0

since for b∗km = 0, it holds that cT
√
T →∞. For b∗km 6= 0 since aT

√
T → 0 it follows

that
√
Tλkm → 0 and

√
T (|b∗km + βkm√

T
| − |b∗km|)→ βkmsign(b∗km). As a result

L(β)− L(0)
d−→ L(β) =

β′J(Ω⊗ Γ)JβJ − 2βJDJ if βkm = 0∀(k,m) /∈ J

∞ if otherwise

where βJ consists of βkm ∈ J and DJ
d−→ N (0, (Ω⊗Γ)J . The objective function L(β)

is minimized by

β̂ =

β̂J = (Ω⊗ Γ)−1J DJ

β̂km = 0 ∀(k,m) /∈ J

Thus, (R2) follows
β̂J =

√
T (b̂J − b∗J)

d−→ N (0, (Ω⊗ Γ)J)

Proof of selection consistency: For selection consistency to hold the proba-
bility that the estimate of a true zero parameter is unequal zero converges to zero
as T goes to infinity, P (b̂km 6= 0)→ 0 ∀(k,m) /∈ J . Suppose there is a b̂km 6= 0 for
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(k,m) /∈ J . The Karush–Kuhn–Tucker conditions give the following:

0 =
δL(b̂)

b̂km
+ Tλkmsign(b̂km).

As shown by Song and Bickel (2011) for T →∞ the first term is dominated by the
second term. Since cT

√
T → ∞, the equation cannot equal zero. Thus, P (b̂km 6=

0)→ 0.

34


